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n the face of declining 
electrical engineer 
ing enrollments and 
 ex  ploding computer 

science popularity, de 
velopment tools and techniques from 
the software community, such as agile 
and open source flows, can breathe 
new life into chip design. With the pace 
of Moore’s law slowing, there is a loom
ing question of how chip designers can 
prepare for what is on the horizon. The 
manifestation of Moore’s law over the 
course of many decades has resulted in 
billions of transistors per chip to archi

tect, floorplan, and verify, but many 
of the  fundamental digital building 
blocks have not recently changed.

Digital design tools continue to 
dramatically improve across multiple 
domains, from synthesis to place
androute and verification, enabling 
faster turnaround times for large 
designs and shifting the innovation 
focal point for designers. The core 
concepts of digital design still taught 
in many introductory very large
scale integration (VLSI) classes, such 
as logical effort and arithmetic unit 
design, are, today, automated, leav
ing many lowlevel decisions to a tool 
informed by design constraints and 
outside the engineer’s hands. Due to 

the increase in both gates per design 
and productivity through automa
tion, we are starting to see metrics, 
such as design effort and time to 
working silicon, compete with power, 
performance, and area.

Along with the slowdown in Moore’s 
law, we are seeing an increase in 
interest in more softwarerelated 
career paths. As shown in Figure 1, 
there is evidence that students are 
voting with their feet and  moving into 
computer science at high rates, while 
electrical engineering enrollment 
trends range from flat to downward. 
Both charts include data from a 
variety of public and private insti
tutions throughout the United States 
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that have prominent engineering pro
grams (and data readily available from 
their registrars). At some universi
ties, computer science programs are 
now so competitive that even register
ing for classes has become cutthroat 
[1]. Similar observations were made 
around the dotcom bubble in the late 
1990s and early 2000s as startups 
in the software space saw skyhigh 
valuations. After the bubble burst, stu
dents promptly began to reject com
puter science in favor of other majors, 
indicating that a shift in the market 
impacted their choices [2].

During the past decade, history 
has repeated itself, with a rise in start
up valuations of more than US$1 bil
lion prompting speculation that this 
could be another tech bubble; how
ever, the environment and attitudes 
around technology are different this 
time. We are now 20 years past the 
dotcom bubble burst, with comput
ing, automation, and machine learn
ing pervasive in multiple fields of 
study and with no signs of a change 
in momentum. Adding to this, com
panies such as Google, Facebook, and 
Amazon are household names, with 
softwarebased core product lines 
that people interact with every day. 

They regularly top the most admired 
companies lists, drawing in poten
tial talent. Further, with the rise of 
welldocumented open source soft
ware systems, the barrier to entry 
for learning how to program cutting
edge software is incredibly low, given 
time and determination.

But familiarity is not the only fac
tor drawing students in, based on sur
veys of generational preferences when 
it comes to work and careers. A recent 
poll of people belonging to Genera
tion Z, which is currently entering the 
workforce, shows a prioritization of 
salary and job stability when choos
ing careers and companies [3]. Com
paring salaries between software and 
hardware engineering roles, a quick 
poll of large software and semicon
ductor companies on Glassdoor shows 
that applicationspecified IC (ASIC) 
design engineers outearn software 
engineers, on average. Yet this only 
scratches the surface of the issue, as 
ASIC design typically requires post
graduate education, while software 
engineers can enter the job market 
with only an undergraduate degree in 
computer science. This opportunity 
cost can be visualized using sites such 
as www.levels.fyi that enable a direct 

comparison of compensation levels 
across major companies. The avail
ability and the scale of information 
that can now be used to make career 
decisions are staggering. Combining 
this information with the perception 
of technology scaling stagnation in the 
semiconductor industry, the stability 
of the career path as it exists today 
also comes into question.

What information can be gleaned 
about circuit design careers and their 
outlooks? Surveying job advertise
ments from a variety of top semicon
ductor and software companies with 
ASIC design divisions, we observe an 
interesting trend in the desired skills, 
tools, and languages requested in these 
postings. Figure 2 breaks down the 
skills mentioned as desirable across 
50 job postings with descriptions 
including “ASIC design engineer” and 
“circuit design.” Skills highlighted in 
red are (traditionally) more aligned 
with software design, while those 
shaded blue are customary in circuit 
design. Much industriallevel chip 
design has shifted from Spice and Vir
tuoso toward automation techniques 
and higherlevel modeling of cir
cuits; this trend is particularly true for 
digital designers. We also see a move 
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FIGURE 1: Undergraduate enrollment in (a) computer science and (b) electrical engineering programs at universities across the United States 
during the past decade. 
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toward higher levels of abstraction 
at top circuits conferences, such as 
the International SolidState Circuits 
Conference and the Symposia on 
VLSI Technology and Circuits, where 
there has been an increase in system 
on chip (SoC)level and domainspe
cific processing papers as electronic 
design automation (EDA) tools have 
become  more mature and ubiquitous.

If this trend toward softwarebased 
design continues for years to come, 
it has the potential to reduce the size 
of the talent pool from which we can 
recruit new circuit designers for the 
field. Yet the problem is not a zero
sum game, as working across the hard
ware/software interface in computing 
is common. If we borrow concepts 
from software engineering to improve 
circuit design practices and increase 
the breadth of the problems solved 
within circuits, we can both improve 
design productivity and lower the bar
rier to entry for chip design, making 
the field more accessible and improv
ing the potential for highvalue inno
vation. Additionally, if IC design could 
integrate concepts from software devel
opment, the field could more readily 

tap into the huge ranks of students 
studying those fields. Unique solu
tions to problems often lie at the inter
section of disciplines, so should we 
move toward an interface with soft
ware to accelerate innovation?

A Case Study
Modern SoCs, particularly those 
targeting machine learning applica
tions, incorporate a large and grow
ing number of specialized hardware 
units to efficiently execute specific 
tasks. With advances in machine 
learning algorithms during the past 
decade, compute requirements are 
outpacing advances from Moore’s law 
such that hardware must be flexible 
and futureproofed for new applica
tions. Yet the traditional IC design 
cycle can take many months to sev
eral years from specification to get
ting the first silicon in the lab for 
tests. This is not fast enough to keep 
pace with domainspecific algorithm 
design, so new methodologies need 
to be incorporated for true hardware/
software codesign.

Recently, at NVIDIA, a small research 
team designed an 87milliontransistor 

inference accelerator chip [4] that 
can be tiled on package for scalable 
performance in machine learning 
applications. Many of the productivity 
gains we realized during the design 
process were concepts and tech
niques that originated in the software 
community, including using a high 
productivity design methodology, a 
highlevel language as the hardware 
description language (HDL), and a 
highly parameterizable open source 
design library to improve reuse.

The inference accelerator was de 
signed with a highproductivity VLSI 
flow that enabled a 24h turnaround 
from a design change to a tapeout ready 
graphic design system (GDS). Most of 
the design was described in C++ using 
the MatchLib [5] open source library 
of common microarchitectural com
ponents and synthesized into Ver
ilog through an industrystandard 
highlevel synthesis (HLS) tool. The 
design was intentionally modular
ized into partitions of roughly 200,000 
gates, which avoids tight timing con
straints among units by using latency 
insensitive (LI) channels.

The main partitions in the design 
are the processing element (PE), 
global buffer (GB), RISCV processor, 
networkonpackage (NoP), and ground 
reference signaling (GRS) units, as 
annotated in the floorplan in Figure 3. 
Each was implemented independently 
and in parallel with the others to 
improve the design turnaround time. 
Partitioning the design into smaller 
units raises the number of crossunit 
boundaries, while larger units increase 
the placeandroute runtime. An agile 
hardware implementation flow using 
fully automated synthesis and place
androute tools provided daily feed
back about the timing, area, and power 
consumption as the design was opti
mized. The reduced time costs of par
titionlevel respins, due to the limited 
partition size, enabled engineering 
change orders (ECOs) to be avoided 
entirely by making alterations directly 
in the source code and reimplement
ing the full unit.

To further improve design pro
ductivity and turnaround time, each 
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partition has a separate clock domain, 
removing the need for fullchip tim
ing closure and further saving energy 
under varying computational loads. 
In this approach, a design is broken 
into many small, synchronous clock 
domains, each of which operates on 
an independently generated clock. 
Since each domain is asynchronous 
relative to the others, its clock can 
be tuned independently. Thus, the 
timing margin is reduced, as each 
domain operates at a frequency best 
suited to local conditions. By restrict
ing synchronous timing paths to 
smaller clock domains, the challenge 
of timing the closure at higher lev
els of the design hierarchy is entirely 
eliminated; small changes to a parti
tion netlist impact only the timing 
and layout of that partition and not 
the entire system [7]. This partition
level clocking modularity is enabled 
by LI interfaces at all of the parti
tion boundaries.

The growing complexity of chips 
designed by small teams, such as this 
inference accelerator, includes inno
vations in architecture, packaging, 
and circuits. This has led to a produc
tivity crisis, stimulating development 
of new tools and methodologies to 
enable the creation of complex chips 
on schedule and within budget. For 
our inference accelerator design, over
lapping architectural exploration/
specification, VLSI implementation, 
and software design ensured that 
effort was focused on improving the 
final quality of the result. The circuit
level innovations are discussed in [4], 
but many of the improvements in the 
chip design process are inspired by 
software development trends and dis
cussed in the following sections.

Agile Development
Tapeouts are known for being stress
ful, as lastminute and unpredictable 
issues always seem arise. It often 

appears nearly impossible to suffi
ciently guardband schedules to leave 
time for dealing with these issues 
while still making the deadline. Soft
ware projects typically have the lux
ury of addressing bugs and adding 
features through patches and multi
ple code rollouts, easing the cost of a 
mistake in the code and the pressure 
to produce featurecomplete designs. 
In the bestcase scenario for chip 
designers, bugs can be fixed with 
firmware and software patches, but 
correcting flaws more often requires 
mask changes and respins of an entire 
design, costing both time and signifi
cant resources. This high(er) cost of 
bugs motivates a design philosophy 
and set of procedures intended to 
minimize the chance of mistakes.

The traditional approach to chip  
development is a waterfall design 
methodology, as shown in Figure 4. This 
technique serializes the steps in the 
design process such that a subsequent 
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FIGURE 3: (a) The chip micrograph of the inference accelerator chip is highly scalable and (b) assembled as a 36-die system. GPIO:  
general-purpose input–output. WRX: west receiver; NTX: north transmitter; ETX: east transmitter; SRX: south receiver; STX: south transmitter; 
ERX: east receiver; JTAG: Joint Test Action Group.

Authorized licensed use limited to: Nvidia Corp. Downloaded on February 02,2021 at 23:58:43 UTC from IEEE Xplore.  Restrictions apply. 



52 FALL 2020 IEEE SOLID-STATE CIRCUITS MAGAZINE 

step begins only once the previous one 
is complete. The benefit of this method 
is that all features and specifications 
from prior steps are complete and static 
between design stages, preventing 
lastminute miscommunications and 

specification changes. The downside 
is that each chip design step can take 
months from specification to comple
tion. These timescales work well for 
applications where compute demands 
grow at a rate similar to Moore’s law, 

but the requirements of  emerging 
applications often outpace ASIC de 
sign schedules. Looking more specif
ically at machine learning, between 
2012 and 2018, the compute demand 
grew by roughly 300,000 × [8]. This 
would indicate that the compute 
demand in machine learning doubles 
every 3.5 months, much faster than tra
ditionally allowed for by Moore’s law. 
In this type of scenario with short
ened product lifecycles, we need 
rapid new spins of silicon to keep 
pace with innovations in architec
tures and algorithms.

Another observation (in this case, 
from the EDA community) that moti
vates the move to more agile prac
tices is the concept of “shifting left,” 
which states that tasks once per
formed sequentially must now be 
done in parallel due to a tightening of 
dependencies [9]. Multiple markets, 
such as machine learning, are seeing 
design timescales squeezed and the 
time to market decrease, leading to 
the introduction of similar design 
philosophies. Due to this, new meth
odologies and processes are needed 
to address emerging application de  
mands on short timescales while 
still minimizing the chance of costly 
errors and bugs. Agile  development 
was proposed in the software com
munity in 2001 and specifies an itera
tive refinement of a set of working 
design prototypes as opposed to com
pleting each step in the design pro
cess sequentially and in full. A benefit 
of agile design is that there is always 
a viable development point after a 
single “sprint” or a repeatable fixed 
time window during which a “done” 
version of the architecture is created, 
as illustrated in Figure 5.

In our inference accelerator agile 
hardware methodology, we started 
the design process using a trivial pro
totype with a minimal working feature 
set, employing this design to pipe
clean the toolflows and scripts used 
later in the design process and reduc
ing the chance of lastminute and 
unforeseen tool and scripting errors. 
Additionally, energy consumption 
and performance were monitored 
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in an iterative fashion, facilitating early 
and frequent feedback to the register–
transferlevel (RTL) design engineers 
about microarchitecture tweaks to 
improve the quality of the results. After 
this initial prototype was completed, 
features were iteratively added, ap 
proaching the project deadline with 
a tapeout ready candidate available 
at each stage of the process. As a 
result, there was a lower chance of 
grossly underestimating the time 
required for the design, improving 
our ability to effectively schedule 
the project.

When moving a team to an agile 
hardware design flow, many existing 
software tools are available for project 
management and task planning. One 
of the most widely used is Atlassian’s 
Jira, a crossplatform agile software 
development and team collaboration 
tool. It helps agile teams plan and 
track issues and projects so that they 
can deliver on time. There are also 
many free and open source alterna
tives for agile project management, 
with Github incorporating many of the 
same capabilities into its platforms at 
no cost. Always having a viable design 
ready for tapeout necessitates auto
mation of the toolflows triggered by 
code checkins and scheduled nightly 
runs. These types of pushbutton 
flows for running simulations, synthe
sis, and placeandroute can be devel
oped using continuous integration, 
delivery, and deployment tools, such 
as Jenkins and Bamboo, and reduce 
design time overheads, significantly 
improving productivity.

Higher-Abstraction 
 Hardware  Design
Software systems rely on reuse that 
is enabled by free and widely avail
able libraries written in frequently 
used and welldocumented program
ming languages. In contrast, most 
hardware design flows depend on 
infrequently employed  primitive 
languages to describe hardware, with 
a process including many propri
etary tools and process design kits 
(PDKs), making design sharing and 
reuse difficult. HDLs, such as Ver

ilog, are used to describe cycle
accurate hardware, leading to a focus 
on creating a single highquality 
instance of a design versus a flex
ible, parameterizable component 
that can be reused. In addition, cur
rent long tool runtimes and develop
ment cycles exacerbate the problem 
of design space exploration by further 
increasing the time from the design 
capture to analyzing results.

Increasingly, common highlevel 
languages are being used as HDLs to 
improve design productivity by clos
ing the gap between software devel
opment and circuit design. Highlevel 
language approaches are often split 
into two categories: HLS and hardware 
generation [11]. HLS involves writing 
untimed or loosely timed programs 
in a highlevel language, such as C++, 
which  are automatically synthesized 
to a cycleaccurate specification in 
an HDL, such as Verilog or VHDL, 
given a set of design constraints. This 
contrasts with hardware generation 
approaches, where a hardwareori
ented description is written in a high
level language and this description is 
translated directly into an HDL. An 
example of the latter is the Chisel lan
guage developed at the University of 
California, Berkeley.

The inference accelerator pre
sented here employed an HLS flow 
to model and design all onchip digi
tal logic. A commercial HLS tool used 
loosely timed and untimed C/C++ 
architectural models to generate a syn
thesizable Verilog RTL for application in 
standard VLSI flows. Given a functional 
description, finding a suitable microar
chitecture is not a simple task, and dis
covering an optimal one with respect to 
designer constraints is even more chal
lenging. HLS takes what was previously 
a manual task and automates the pro
cess of microarchitectural searching. It 
can derive from a single piece of source 
code a variety of microarchitectures 
with different area and performance 
characteristics, enabling rapid design 
space exploration.

Figure 6 presents a typical HLS 
flow for generating and verifying 
the RTL used in the design of the 

inference accelerator. Designs, test 
benches, and reusable libraries 
are implemented in a highlevel C++ 
model and verified for functionality 
and performance in C++ simulation. 
Port and channel primitives from 
the MatchLib library were used to 
implement LI interfaces for all parti
tions. LI interfacing reduces design 
and verification effort by introduc
ing a correctbyconstruction design 
strategy, wherein individual modules 
are patient and capable of tolerating 
arbitrary latencies at their inputs and 
outputs while still producing a func
tionally correct result [12]. LI design 
also enables the decoupling of compu
tation and communication to provide 
flexibility in the physical implemen
tation and reduce the timing closure 
effort, as internal changes to an LI
interfaced module do not impact sys
temlevel timing. This LI design model 
complements HLS where the latencies 
of individual units are determined 
by design constraints and not fixed 
within the highlevel source.

Beyond developing methodologies 
that improve circuit design modularity 
and reuse, there are additional bene
fits to increasing the level of abstrac
tion of the hardware model. Moving 
hardware description to a higher level 
provided an opportunity for faster 
simulation using free C++ compilation 
and “simulation” using the GCC tool
chain. Simulation speedup gains for 
designs used in the inference accel
erator are given in Figure 7. Across a 
regression, 3–14× speedups are 
achieved compared to a stateofthe
art commercial HDL simulator. These 
speedups, combined with the lack 
of tool license overheads, provide an 
opportunity for more run paralleliza
tion and faster regressions, reducing 
the feedback loop time for verification. 
Even if a higherlevel language is not 
directly used for the design, there are 
examples of HDLs being converted to 
higherlevel languages solely for the 
simulation speedup benefits they offer, 
such as Tesla’s design flow, which uses 
Verilator to convert the RTL to C++ for 
up to a 30× speedup compared to a 
commercial RTL simulator [13].
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The Open Source Revolution
The hardware community is current
 ly experiencing an open source revo
lution, from the proliferation of the 
RISCV architecture to the generation 
of the open source intellectual prop
erty (IP) used in the design process, 
such as the NVIDIA Deep Learning 

Architecture (NDVLA), to improve 
reusability. Open source HDL code, 
including OpenCores [15], has been 
around for decades, yet open source 
toolchains for chip design have only 
recently gained popularity. The 
reason for this is that open source RTL 
gets the designer only so far, as the 

ecosystem of modern chip design 
tools is vast and often proprietary. 
Recent efforts, such as the OpenRoad 
Project [16], have tried to address this 
problem, enabling engineers to take 
their designs all the way to the GDS 
using a fully open source toolchain.

In the software community, the 
idea behind the open source move
ment’s success is that building 
on top of preexisting, preverified 
work leads to increased productiv
ity and quality for all. There have 
been open source operating systems 
and compilers for decades, but the 
hardware community is still catch
ing up. Our inference accelerator 
chip design at NVIDIA involved the 
integration of RISCV IP and library 
components from an open source 
library for HLS design. In MatchLib, 
highly parameterized models were 
designed and reused to exploit their 
flexibility. Combining these high
level hardware models in the Match
Lib library with HLS enabled further 
flexibility and design space explo
ration opportunities, as each piece 
of source code was not limited to a 
particular microarchitecture or low
level implementation.

We are also beginning to see indus
try support for open source ASIC 
design, including the recent announce
ment by Google and the Free and Open 
Source Silicon (FOSSi) Foundation that 
they will provide an open source PDK 
to produce chips in a 130nm technol
ogy node [13]. Within this initiative, 
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manufacturing is free so long as 
designs are open source all the way 
down to the GDS. This helps democ
ratize chip design such that everyone 
who is interested can access tools 
and foundry resources to design and 
produce their own silicon. Increas
ing accessibility to tools and flows 
provides students and hobbyists 
with further access to the experience 
needed to make an impact in our field. 
By democratizing the code, tools, and 
process to obtain silicon, we increase 
the levels of exposure to the IC design 
process. This provides an opportunity 
to create the perception of continuous 
innovation to recruit the next genera
tion of talent.

Next Steps
The past decade saw productivity gains 
from mature EDA tool development and 
the integration of improved processes 
to keep pace with growing compute 
demand. The next era of productivity 
in chip design is trending toward the 
use of big data and machine learning 
to accelerate design automation. No 
longer just an application target for 
hardware acceleration, machine learn
ing has the potential to source addi
tional productivity gains from digital, 
analog, and system design that have 
traditionally been left on the table. Lots 
of useful data are generated during the 
chip design process, including simu
lation results from regressions, code 
checkins, and runtime information 
from a backend EDA flow. These data 
can be used in new and exciting ways, 
such as improving floorplanning tech
niques prior to placeandroute [17] 
and even accurately predicting parasit
ics in analog layouts [18]. As with any 
machine learning approach, designing 
something radically different than the 
training set can lead to nonsensical 
results, so designers still need circuit 
design expertise for sanity checking. 
This process involves expertise from 
data science, GPUaccelerated com
puting, and open source (software) 
tools, such as PyTorch and TensorFlow, 
to train and deploy neural networks 
using just a handful of commands due 
to the benefits of librarybased design 

and reuse prevalent within the soft
ware community.

Everincreasing complexity is one 
of the few certainties in electronic 
design, and the cycle of progress 
continues: having more transistors per 
chip enables more compute power, 
which facilitates the design of more 
complex software, improving the capa
bilities of chip design tools and eventu
ally enabling designers to build more 
complex chips. Software design skills, 
frameworks, and methodologies are 
becoming more foundational, leading 
to merged skill sets across peripheral 
disciplines, such as EDA and archi
tecture. This merging process has 
the potential to close the semantic 
gap between software and hardware, 
leading to new opportunities for talent 
to enter the field via increased acces
sibility. What it means to “think at 
the transistor level” will continue to 
evolve for digital designers, who have 
the increasing automation of lowlevel 
design decisions to get the most from 
the “VLS” in VLSI.
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