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Abstract—This paper proposes an automated AV safety eval-
uation framework, Suraksha that quantifies and analyzes the
sensitivities of different design parameters on AV safety. It
employs a set of driving scenarios generated based on a user-
specified difficulty level. It enables the exploration of tradeoffs
in requirements either in existing AV implementations to find
opportunities for improvement or during the development pro-
cess to explore the component-level requirements for an optimal
and safe AV architecture. As perception is a resource demanding
task, we employ Suraksha to analyze the safety effects of using
various perception parameters on an industrial AV system.

I. INTRODUCTION

Safety is a key requirement autonomous vehicle (AV)
products need to meet [1], [10]. To avoid safety hazards,
industrial AV technology developers recently proposed several
design standards [1], [2] and safety models [6], [9]. Despite the
current development in AV system design and safety validation,
substantial challenges still remain in designing a resource-
efficient and safe AV. First, the AVs perform complex tasks
and are composed of many low-level components. Assigning
requirements to such components and ensuring an efficient
and optimal assignment for overall AV safety is challenging.
Second, component-level metrics such as DNN model precision
and recall that has been used by prior work [4] do not provide
sufficient insights into the safety impact of different component-
level design choices. Third, the AV safety depends heavily on
driving scenarios [5] and there is no existing guidance on how
to select a limited set of realistic but challenging scenarios
that can be used to study AV’s performance. Finally, despite
perception being a system resource demanding task with many
low-level design choices, little research has been conducted
to understand the effects the low-level decisions (e.g., using a
reduced precision model with a high frame rate camera) have
on AV safety.

To address these challenges, we propose an automated
AV safety evaluation framework called Suraksha (Suraksha
means “safety” in the Hindi language), which generates
AV versions based on user-specified low-level component
parameters, explores driving scenarios based on the desired
difficulty levels for a set of input set of scenarios, and quantifies
safety using new scenario-independent metrics. We employ
Suraksha to evaluate the safety effects by degrading perception
quality using multiple component-level parameters (e.g., camera

frames per second, model precision). We also analyze the AV’s
safety tolerance by introducing multiple types of inaccuracies
to the perceived world before it is sent to the planning and
control tasks. This paper makes the following key contributions.
• We propose an automated AV safety evaluation framework

called Suraksha, which quantitatively analyzes the safety of
different AV versions configured with low-level component
parameters while running driving scenarios selected by user
at a the specified difficulty level.

• We employ Suraksha to study the safety effects of deterio-
rating perception quality by changing low-level component
parameters. We also directly introduce inaccuracies to the
perceived world model to study how conservative an AV’s
perception requirements are.

• We find that an industry-developed AV tolerates small per-
frame perception inaccuracies and reduced frames per second
(FPS) cameras even in the hardest tested scenarios. We
demonstrate that Suraksha’s safety analysis simplifies the
identification of the sensitive perception parameters. This
capability equips the AV developers with information needed
to better design an efficient and safe AV.

II. SURAKSHA FRAMEWORK

We develop Suraksha, an AV safety evaluation framework
that quantifies safety for different AV versions. An AV version
is an AV compiled with specific options or configured with
specific parameter settings, e.g., FP16 perception DNN models
running on an 800MHz GPU processing input from a 30 FPS
camera. Suraksha can be used to develop insights into the safety
effects of design choices, helping to optimize the AV system.
Figure 1 summarizes the components of Suraksha. Suraksha
interacts with an AV simulator and AV stack based on the
system designer’s input; it provides feedback in the form of
safety analysis. Suraksha consists of two main components –
methods to generate AV versions and select driving scenarios
for safety evaluation, and safety quantification metrics for a
single experiment (for a chosen AV version and scenario).

A. Generating AV Versions and Driving Scenarios

AV designers can specify a suite of scenario categories to be
considered for safety evaluation based on an Operational Design
Domain (ODD) [3]. In this work, we select four categories that
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Fig. 1. Overview of our AV safety evaluation framework Suraksha.
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Fig. 2. Four driving scenario categories.

are encountered on expressway driving, realistic, and can be set
to create a challenging condition for the AV. In the first scenario
(Vehicle following) a vehicle traveling ahead of the AV brakes
suddenly. In the second scenario (Cut-in) a vehicle traveling at
a slower speed changes lane ahead of the AV from an adjacent
lane to the lane in which the AV is driving. In the third scenario
(Cut-out) a vehicle ahead of the AV moves out to suddenly
reveal a static obstacle. In the fourth scenario (Jaywalking), a
pedestrian crossing the road appears from behind a car stopped
in an adjacent lane ahead of the AV. We summarize these
scenarios in Figure 2. In all these scenarios an obstacle is
revealed suddenly, and the AV needs to perceive the obstacle
and apply hard braking to avoid a collision. These categories
are inspired by NCAP scenarios [5].

B. Safety Quantification Metrics

Changes in the AV software or hardware can change how
the AV behaves in a given driving scenario. We quantify the
change using the following high-level behavioral metrics.
Distance from obstacles: An AV’s safety goal is to avoid
collisions and stay safe on the roads. The minimum distance to
the closest actor in the entire scenario is an indicator of how
close the AV came to a collision. If the minimum distance is

below a threshold (e.g., 0), the AV collides with an obstacle.
We use minimum distance to the closest actor during a scenario
(or simply minimum distance) as a key safety metric.
AV trajectory: When an AV system changes, the AV’s driving
behavior and trajectory can also change. This change is
quantified by comparing the baseline AV system’s coordinates
over time in a driving scenario with the coordinates obtained
from a different AV version’s execution. For instance, at each
time step, we calculate the AV coordinate difference (e.g., L1
norm) between the baseline and the targeted AV version, then
we aggregate the difference.
Actuator values: Actuators include brakes and throttles. If the
AV stack changes, these values will also likely change and can
affect the AV’s safety. We quantify the change in the actuator
values (using norm) compared to a baseline AV version. Table I
lists all the metrics explored in this paper.

C. Perception Quality Requirements Analysis

The perception module’s performance can be affected by
two main factors: (1) external factors (e.g., weather) which
could be captured in scenarios based on ODD; (2) interval
factors (e.g., HW/SW capabilities). We focus on analyzing the
effect of interval factors on safety.
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TABLE I
SAFETY QUANTIFICATION METRICS.

Metric Description
Braking value L1 norm L1 norm of braking value between default

configuration and any AV version
Throttle value L1 norm L1 norm of throttle value between default

configuration and any AV version
AV coordinate (x, y, z)
L1 norm

L1 norm of AV coordinate (x, y, z) between
default configuration and any AV version

Minimum distance The minimum distance between the AV and
any target during the simulation

TABLE II
PARAMETERS AND CORRUPTION MODELS USED TO DEGRADE PERCEPTION.

Category Parameter/model Settings
Software
parameter

CNN model precision INT8, FP16 (default)
CNN model version v1 (default), v2

Hardware
parameter

Camera FPS 1, 2, 3, 5, 6, 10, 15, 30 (default)
GPU frequency (MHz) 300, 500, 800, 1000, 1200 (de-

fault)

Inaccurate
world
model
predic-
tion

Random noise in obstacle
distance/velocity

[-0.1,0.1],
{[-0.3,-0.1),(0.1,0.3]},
{[-0.5,-0.30),(0.3,0.5]},
{[-0.7,-0.5),(0.5,0.7]},
{[-0.9,-0.7),(0.7,0.9]}

Positive noise in obstacle
distance/velocity

[0, 0.1], (0.1, 0.3], (0.3, 0.5],
(0.5, 0.7], (0.7, 0.9]

Negative noise in obstacle
distance/velocity

[-0.1,0], [-0.3,0], [-0.5,0], [-
0.7,0], [-0.9,0]

Obstacle perception delay
(in frames) per 100 frames

10, 30, 50, 70, 90

World model loss (in
frames) per 100 frames

10, 30, 50, 70, 90

Software and hardware parameters: We select four existing
parameters to adjust object detection CNN model’s accuracy
and compute intensity: model precision and model version
(e.g., model v2 in Table II can be considered as an upgrade
over model v1), GPU frequency, and camera FPS. Details of
these parameters are summarized in Table II.
Inaccurate world model prediction: To understand the
perception needs better, we introduce inaccuracies directly
in the world model. We developed random noise injection,
obstacle perception delay, and world model loss to model three
types of perception degradation – inaccurate obstacle perception
models that may introduce higher noise; limitations in compute
resource that may delay perception; and intermittent perception
failures due to hardware or software issues that lead to loss of
world model (a world model loss results in that the AV cannot
detect any obstacle), respectively. For an obstacle, we change
the perceived location and velocity of that obstacle. All our
models are summarized in Table II.

D. Simulation methodology

We employ NVIDIA DRIVE Sim to simulate the environ-
ment, driving scenarios, and AV response [8]. We employ
NVIDIA’s state-of-the-art Level-2 AV in this paper [7]. We
execute the simulator and AV stack on a PC with an Intel(R)
Core(TM) i7-5820K CPU with 32GB system memory and
two discrete GPU cards. We configure the system to run the

TABLE III
DRIVING SCENARIO ANALYSIS. WE SELECT THE SCENARIOS IN BOLD FONT

FOR FURTHER ANALYSIS.

Category # dt1 vAV,t2 vtarget,t3 dt2−t3 aavg Difficulty
(m) (m/s) (m/s) (m)

Vehicle
following

1 50 25.9 0 64.4 5.21 Hard
2 100 25.9 0 65.8 5.10 Hard
3 160 19.3 0 169.2 1.10 Easy

Cut-in
1 400 31.8 8.9 68.2 3.84 Moderate
2 380 21.8 4.4 41.4 3.66 Moderate
3 200 17.6 8.9 37.1 1.02 Easy

Cut-out
1 30 27.7 0 63.1 6.08 Hard
2 40 24.8 0 53 5.80 Hard
3 100 15.5 0 30.5 3.94 Moderate

Jaywalking
1 180 16.5 0 28.7 4.74 Moderate
2 270 15.2 0 47.7 2.42 Easy
3 300 11.2 0 31 2.02 Easy

simulator on an NVIDIA TITAN V (Volta) GPU and the AV
stack on an NVIDIA GeForce RTX 2080 (Turing) GPU.

III. RESULTS

A. Driving Scenario Analysis

We generate 12 driving scenarios for the four categories
(Sections II-A), three scenarios per category, which are listed
in Table III. The higher the AV velocity when the target is
revealed (vAV,t2), the harder the scenario is, because the AV
must perform harder braking to avoid a collision. A harder
scenario implies quick and accurate perception is required to
brake in time and avoid the collision. Among the generated
scenarios, we select four scenarios (bold font) for analysis.

B. Degrading Perception with SW and HW Parameters

In this section, we study how limiting software and hardware
capabilities while perceiving the world around the AV affect
safety. Figure 3 shows the results for the four selected scenarios
and four perception parameters – model type, model precision,
camera FPS, and GPU frequency. Minimum distance is plotted
on the primary (left) y-axis, and any measured minimum
distance below the red horizontal line means that the AV
collided with an obstacle. L1 norms of the brake and throttle
values compared to the baseline AV version are plotted on
the secondary (right) y-axis. The range for brake and throttle
values is [0,1]. L1 norm for the AV’s y-coordinate value,
which quantifies the change in trajectory is also plotted on the
secondary y-axis.
Based on these results, we find the following:
• Small inaccuracies introduced by optimized models (e.g.,

INT8 versus FP16 model) show minimal effect on AV safety.
Trading off small per-frame accuracy for significantly higher
throughput will allow the designers to consider adding
diversity from additional sensors to avoid possibility of
consistent mispredictions and make the system safer.

• Camera FPS is the most safety sensitive parameter, among
the individual studied perception parameters, but shows
significant tolerance.

• Perception requirements for safe AV driving depend heavily
on driving scenarios, i.e., the speed of AV, obstacles, and
their distances. Based on these factors, the AV designers
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Fig. 4. Effects on AV safety due inaccuracies in predicting the world model.

may predict the existence of some tolerance and consider
optimizations to reducing system’s energy consumption
and reserve some resources for other tasks (e.g., diverse
perception or a more complex planning algorithm).

Finding 1: AV system’s tolerance to small per-frame inaccu-
racies and reduced FPS cameras suggest the default system
can tolerate scenarios harder than the tested scenarios. It also
suggests the existence of opportunities for system optimization.

C. Inaccurate World Model Prediction

To improve our understanding of the perception quality
requirements, we introduce inaccuracies in the world model
prediction. Figure 4 shows our results. It shows the same
metrics plotted in the same way as in Figure 3.
Based on these results, we find the following:
• As long as the AV is designed to take conservative actions

based on noisy perception results, negative noises make the
AV take conservative actions, reducing the safety concern.

• While the tolerable delay or duration of lost information
depends on the scenario category and difficulty level, 10
frames of delayed update to the world model or lost world
model were tolerated by all harder scenarios we evaluated.

• The inaccurate world model results provide an efficient way
to search the space to find optimal perception settings. For
example, the perception delay results showed low tolerance
in the harder cut-out scenario, implying that the delay
introduced by slower processing units may not be tolerated.

Finding 2: The inaccurate world model prediction models
provide an efficient way to test the tolerable perception limits
for finding optimal perception settings for a safe yet efficient
AV. We found the tolerance to 10% noise and occasional 10

frames of delay or lost information in all the studied scenarios
for the tested AV, which affirm Finding 1.

IV. CONCLUSION

This paper proposes an automated safety analysis framework
called Suraksha to explore an AV’s component-level design
choices using driving scenarios generated based on a user-
specified difficulty level. We employ Suraksha to analyze the
safety implications of perception parameters that degrade the
quality and present insights that provide new information for
AV designers to better optimize and design a safer AV.
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